Technical Paper

Testing IP Multicast

Introduction

One-to-many data push applications and many-to-many
applications, such as video conferencing, corporate
communications, distance learning, software distribution, stock
quotes and news, are increasingly being deployed over today’s
networks. IP Multicast is an ideal alternative to broadcast and
unicast transmission for these types of applications.

This paper provides background on some common multicast
protocols, describes how multicast is being deployed today, and
presents four important test scenarios for multicast-enabled
edge and core routers.
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Why is multicast important?

An organization must deliver an online training to all managers in
several sites throughout its corporate WAN. Sending the information
by unicast transmission would be inefficient since identical packets
would end up traversing the same links repeatedly. Broadcast
transmission would be even worse, since all end stations in the
corporate network would receive the information instead of only the
intended recipients. An even more glaring example of the need for an
efficient way to deliver data to multiple receivers is broadcast
television. Distributing television signals over an IP network simply
could not be done without the facility and inherent efficiency of IP
Multicast. Rather than duplicating data needlessly, multicast
transmission sends the same information just once to multiple users.
This tremendous savings in bandwidth makes IP Multicast a model of
scalability.

Multicast protocols

Multicast is based on the concept of group membership. Hosts (i.e.,
end stations) interested in receiving data flowing to a particular
multicast group must join that group using the Internet Group
Management Protocol (IGMP). Multicast packets are forwarded
between multicast routers using multicast routing protocols, such as
Protocol-Independent Multicast Sparse Mode (PIM-SM), a
widely-used multicast routing protocol in today's IP Multicast-enabled
wide area networks (WANSs).

Dense mode multicast protocols — for example,
Protocol-Independent Multicast Dense Mode (PIM-DM), Multicast
Open Shortest Path First (MOSPF), and the Distance Vector Multicast
Routing Protocol (DVMRP) — are designed for groups where
members are densely distributed throughout the network, such as local
area networks (LANSs). In contrast, sparse mode multicast routing
protocols, such as PIM-SM, are ideal for WANs, where members are
sparsely distributed.

Unlike protocol-dependent multicast routing protocols (e.g., DVMRP
and MOSPF), which rely on the routing mechanisms provided by a
unicast protocol, PIM-SM provides multicast routing across the
Internet using, where necessary, any unicast protocol. Itis based on an
explicit “join” model: in order to receive multicast traffic for a specific
group, multicast routers must first join the group. While the default
action of dense-mode multicast routing protocols is to forward traffic,
the default action of PIM-SM is therefore to block traffic unless the
traffic is explicitly requested. PIM-SM supports both an all-source join
(*.G), and a source specific join (S,G).

Based on a shared tree concept, PIM-SM designates the router at the
root of the tree as the Rendezvous Point (RP), and calls the tree itself
the Rendezvous Point Tree (RPT). Last Hop Routers (LHRs) in the
network build the RPT from the destination hosts back to the RP, which
then builds the rest of the tree back to the source host. Once the RPT
is built, the source host sends multicast traffic to the RP, which then
forwards it through the RPT to all members of the multicast group.

Because backhauling traffic to the RP may not always be the most
optimal path through the network, PIM-SM allows LHRs to build a
Shortest Path Tree (SPT, also called a source tree) back to the First Hop
Router (FHR) using the shortest path through the network. RPT-to-SPT
switchover may be triggered if a performance threshold is violated —
for example, if the data rate from the source station exceeds a
predefined threshold.

For scalable multicast or inter-domain multicast, a relatively new
protocol called Multicast Source Discovery Protocol (MSDP) is also
being deployed. MSDP works in conjunction with PIM-SM to specify
the mechanism for connecting multiple PIM-SM domains together.
One of the major benefits of MSDP is that it allows “receiver only
domains” to receive data without globally advertising membership,
thus increasing security. Reliability is also increased, since a particular
domain does not have to rely on an RP from another domain.

How is multicast deployed?

Multicast has been around since the early nineties. Its earliest
deployment (Mbone) was intended for multimedia conferencing, and
involved only a few sites. For the most part, multicast is still considered
anew and emerging technology today. Several service providers (e.g.,
MCI Sprint) offer multicast as a service, and several corporations are
deploying multicast within their enterprises for delivery of training and
other similar applications. Financial institutions also use multicast for
delivering stock quotes and transactions to their in-house traders.

One of the most interesting recent developments in multicast has been
in the area of delivering television broadcast to Digital Subscriber Line
(DSL) customers. This application offers next-generation video on
demand (VoD) or cable TV service to the home over IP-based
networks, with phone lines providing the DSL service and DSLAMs
terminating the DSLs.

The link layer on top of DSL for broadcast television is ATM. ATM PVCs
from customers’ homes are terminated at one of the provider's
multicast-enabled routers, which, in turn, is connected to the video
service provider network. \When a user wants a particular video
channel, the set-top box (the Customer Premise Equipment (CPE) of
the DSL connection) sends out an IGMP join request to the
corresponding multicast group. The multicast router interprets the
request and starts forwarding the video traffic for that group. If a user
changes channels, the set-top box sends out an IGMP leave for the old
group (corresponding to the old channel) and joins the new group. The
multicast router then stops the multicast traffic for the old group and
starts sending traffic for the new one. This particular application is
considered today to be a primary driver for future widespread
deployment of multicast.

Although many aspects of multicast transmission have been
developed, areas that still need to be addressed include dynamic
multicast address allocation, security, and more robust inter-domain
multicast routing protocols.



Testing multicast applications

Because multicast protocols place a different burden on router
resources than unicast or broadcast traffic, testing the performance
and scalability of multicast-enabled routers before deployment is
critical. This section outlines four basic multicast scenarios for testing
IGMP and PIM-SM implementations in edge and core routers.

Test Scenario 1 — Multicast Group Capacity

Multicast group capacity is the maximum number of multicast groups
a router can support while still forwarding traffic to all multicast groups
registered to that router. Edge routers use IGMP to manage and
communicate group membership information. Since they must be able
to support hundreds of thousands of multicast groups, multicast group
capacity is an important scalability metric.

Tester requirements for this test include a source test port for
generating multicast traffic and a number of destination test ports to
emulate multicast-enabled routers and advertise multicast groups (see
Figure 1). Test equipment should also support both IGMP version 2 and
IGMP version 3. The system under test (SUT) in this scenario is an edge
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First, the destination test ports use IGMP to join an initial number of
multicast groups. Traffic is then sent from the source test port, through
the SUT, to each of these multicast group addresses.To differentiate
throughput from multicast group capacity, the offered load of this
traffic should be a rate the SUT can handle without dropping packets.
At the end of this first iteration, the total number of packets received on
each destination test port is compared to the number of packets sent
from the source test port to verify that the router forwarded all
multicast packets.

Each destination test port then joins more multicast groups by sending
IGMP join messages to the SUT, and this new capacity is tested in the
same way. The number of multicast groups continues to be increased
on each destination test port until the test fails (i.e., packet loss is
observed).

The test records the number of group addresses that were successfully
forwarded without packet loss, along with the stream attributes used,
such as the packet size and offered load. These last two factors are
user-specified variables, along with the number of destination test
ports and multicast groups used in the test (initial and incremental).
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Figure 1: Multicast Group Capacity



Test Scenario 2 — IGMP Multisession Scalability

A multicast-enabled edge router must be able to manage many
simultaneous IGMP sessions as access customers join groups and
request the multicast sessions they wish to receive. This test
determines an edge router’s ability to forward multicast traffic without
packet loss to a large number of destinations by measuring packet
throughput and latency as the number of IGMP sessions increases.

This scenario requires scalable test equipment, preferably a tester that
can support many sub-interfaces per physical interface — for
example, multiple VLANs on an Ethernet interface or multiple PVCs on
an ATM interface (see Figure 2). Test equipment should also support
both IGMP version 2 and IGMP version 3. As in the previous scenario,
the system under test (SUT) is an edge router.

First, depending on the interface used, either VLANs or PVCs are
configured on each destination test port to simulate multicast hosts
attached to a multicast network. Each host then opens an IGMP
session with the SUT and joins a specified number of multicast groups.
(Varying the number of hosts (i.e., sub-interfaces) on each destination
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test port and the number of multicast groups per host simulates a more
realistic environment.) Multicast traffic is then sent at 100% load from
the source test port to each of the multicast group addresses. If packet
loss occurs, the load is decreased. As in the first test scenario, this
fine-tuning of the offered load continues in a binary search manner
until the maximum packet rate without loss is found for that number of
IGMP sessions. Once this zero-loss throughput rate is determined,
minimum, maximum, and average latency are measured for a few
seconds.

The test is then repeated with an incremental number of IGMP sessions
(VLANSs or PVCs) added to the destination test ports. The number of
sessions keeps increasing until zero-loss throughput and latency have
been measured for the final number of sessions.

For each iteration, the test should graph throughput and latency as
functions of the number of IGMP sessions. This number of IGMP
sessions (initial, incremental, and final), the number of multicast groups
to which each simulated host subscribes, and the packet length of the
multicast traffic are all user-specified test variables.
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Figure 2; IGMP Multisession Scalability



Test Scenario 3 — PIM Mixed Class Throughput

Real-world networking environments are not homogenous, of course.
Multicast applications, such as streaming media, long-distance
learning, and news distribution, occur in varying proportions alongside
IP unicast transmission. Multicast-enabled routers must therefore be
able to forward multicast packets without compromising unicast traffic
streams. The PIM Mixed Class Throughput test is especially applicable
in the core, where Protocol-Independent Multicast Sparse Mode
(PIM-SM) is used as the multicast routing protocol.

Test requirements for the PIM Mixed Class Throughput test include a
source test port to simulate a first-hop router (FHR) in the Rendezvous
Point Tree (RPT) and generate both multicast and unicast traffic, and a
number of destination test ports to simulate PIM last-hop routers
(LHRs), send PIM join messages, and send and receive traffic. Test
equipment should also be able to support PIM-SM (see Figure 3).

The test measures throughput and latency for different mixed-class
traffic ratios in the SUT. The setup for this test is more complicated than
in the previous scenarios because two classes of traffic are mixed
together — multicast traffic sent from the simulated FHR to all
multicast destination test ports, and unicast traffic sent in a full mesh

configuration from every test port to every other test port.

For the first trial, an initial ratio of multicast to unicast traffic is used
(e.g., 0% multicast to 100% unicast) and the traffic is sent at 100%
offered load. If packet loss occurs, the test is repeated with the same
ratio at a reduced offered load. If no packet loss occurs during this trial,
the load is increased, again keeping the ratio constant. This process of
increasing and decreasing the offered load continues until the zero-loss
throughput rate is found for that ratio of multicast to unicast traffic. The
minimum, maximum, and average latency is then measured at this
zero-loss throughput rate for several seconds.

For the next iteration, the ratio of multicast to unicast traffic is changed
by a specified increment (e.g., 10% multicast, 90% unicast), and the
entire test is run once more. The test continues to be repeated, each

time changing the ratio, until the SUT's throughput and latency have

been measured for each specified ratio.

For each ratio of multicast to unicast traffic, the test should graph
throughput and latency as functions of the percentage of multicast
traffic from the multicast source test port. The ratio of multicast to
unicast traffic (initial, increment, and final), the number of multicast
groups, and the packet length of multicast and unicast traffic are all
user-specified test variables.
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Figure 3: PIM Mixed Class Throughput



Test Scenario 4 — RPT-to-SPT Switchover

To forward multicast traffic, PIM-SM can employ either RPTs (shared
trees), SPTs (source trees), or both. An SPT, where sources and group
members are directly connected, is used to make routing more efficient
when a performance threshold is exceeded. The last-hop router (LHR)
sends a PIM source join (S,G) message towards the packet source to
build the SPT and signal the FHR to switch from the RPT to the SPT.

This test measures the switchover time, i.e., the time it takes a
PIM-enabled router to construct the SPT and forward traffic on it. The
test requires three test ports: (1) a source test port to send multicast
traffic; (2) an RPT test port to simulate an RP and the RPT behind it
(comprising a number of PIM-enabled routers, an LHR and a range of
multicast groups); and (3) an SPT test port to provide a direct route to

the FHR (see Figure 4). In this scenario, the SUT comprises a
PIM-enabled FHR and one or more adjacent PIM-enabled routers.

First, multicast traffic is sent from the source test port, through the
SUT's FHR, to multicast destination addresses advertised from the RPT
test port, using a range of source addresses. After verifying that all
multicast traffic has been received, a PIM (S,G) join message is sent to
the SUT's FHR from the SPT port for each source-address/
multicast-group pair. For each multicast group, the time it takes the
FHR to switch from the RPT to an SPT is determined by comparing the
timestamp of the PIM (S,G) join message sent from the SPT test port
and the first multicast traffic packet received on the port for that
multicast group.

The test records the RPT-to-SPT switchover delay for each
source-address/multicast-group pair.
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Figure 4: RPT-to-SPT Switchover

Multicast tsotumet SUT
source hosts est por
k / @ i| FHR
Multicast
traffic
Conclusion

Whenever the same content is delivered to many users in real time
over an IP network, scalable multicast is the only effective solution.
Today the basic technical issues — such as multicast routing and
group membership management — have been solved. However, more
work is required before multicast will become ubiquitous over the
entire Internet.

Copyright Agilent Technologies, Inc. 2002
November 21, 2002
5988-8420EN



